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Abstract—In this paper, we provide details of several improve-
ments that have been made to our Pick & Place robot which
will be used in the upcoming ARC 2017 competition. An UR5 /
UR10 system with fixed base has been selected for our system.
The major technological improvements which are being included
are as follows. (1) A set of new deep learning methods combined
with a hierarchical two step strategy is employed to improve the
detection performance and deal with new objects which will be
made available only during the competition. (2) A new gripper
is being designed that will combine both suction and gripping to
improve the ability to pick and place all kinds of objects including
non-rigid deformable objects. (3) A new grasping algorithm
that combines image features with depth information for grasp
pose detection and computation of suitable graspable affordance
for a given object. (4) An automated system is developed for
automating the generation of annotated templates necessary
for training deep networks which require large amount for
training. (5) The motion planning of the robot is improved using
RRT algorithm along with flexible collision library (FCL) and
Octomap to avoid collision with obstacles. The current system
is implemented using standard ROS services and we are able to
achieve a pick rate of 2-3 objects per minute.

Index Terms—Warehouse robotics, object recognition, Deep
networks, grasp pose detection, motion planning, pick and place
robot, visuo-motor coordination.

I. INTRODUCTION

The Amazon Robotics Challenge (ARC) is being organized

by Amazon to spur research and innovation in the area of

warehouse robotics and automation. The competition started

in 2015 focussing only on the pick task where robot has to

pick items from a rack and place them to a tote. The stow

task was included in 2016 where, in addition to picking, the

robot also has to move items from a tote to a given rack. This

year’s event makes the problem more difficult by introducing

several complexities in pick and stow tasks. For instance, the

rack dimensions have been reduced which necessitates precise

maneuvering within the bins. The participants will receive 50%

of new products during the actual competition. The diversity of

products have now been increased further by including difficult

objects such transparent glass goblets, soft and deformable

items, a heavy metallic dumb-bell, large folders and files etc.

All the items can not be picked using only suction or gripping.

A combination of both needs to be tried to deal with all kinds

of objects.

In this paper, we describes some of the methods that

we adopt to solve these problems and carry out a rigorous

performance analysis to demonstrate the efficacy of these

approaches.

II. OBJECT RECOGNITION ALGORITHMS

We are exploring several deep learning based methods to

solve the problem of object recognition and classification. The

standard approach is to train a deep network with a large set of

dataset created through manual annotations. The use of faster

RCNN [1] greatly solved the object recognition problem. The

detection accuracy of about 90 ± 5% could be achieved by

training the network over a dataset size of 5000 samples. In

order to detect new items which will be provided at the time

of competition, we plan to adopt a two stage strategy. The

first stage will include a pre-trained deep network to identify

the category of the new object. It is assumed that the new

objects will fall into one of the existing categories. Once the

category is identified, a random forest based nearest neighbor

search algorithm will be used to confirm the identity of the

object within this category. The random forest will be created

using the Imagenet features for all the images instead of using

conventional features such as SURF or SIFT. In addition,

we are exploring other deep learning methods such as scene

parsing network [2] and single shot detection network [3] to

improve our recognition accuracy and reduce the training time.

Some of the initial results of our work with scene parsing

based network is shown in the Table I. We have devised a

modified PSPNet to reduce the training time. The new network

uses an improved VGG model, batch normalization techniques

to avoid over-fitting and a new learning rate policy. We also

use a modified version of the Caffe engine that supports

multi-GPU real-time training. These improvements allow us

to achieve almost of same level of accuracy with one-tenth

of training time. The performance comparison of these two

methods is shown in Figures 1.

TABLE I: Object recognition results for PSPNet and the proposed Network

Name of Training Pixel mIoU Training Detection
the method set size Accuracy% % time time

PSPNet 17600 89.3 84.8 6 hrs. 0.13
(ResNet50) second
Modified 17600 87.6 81.2 27 0.122
PSPNet minutes second

III. CUSTOM GRIPPER DESIGN

In order to deal with all kinds of objects, we have decided

to combine suction with a two finger gripper. While doing so,

the care has been taken to have small form factor suitable

for maneuvering in a constrained space (such as, inside a

bin). It uses a retractable gripper that can slide forward and
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(a) (b) (c)

Fig. 1: Examples of test images when recognition network is trained with our ARC

dataset. (a) test image (b) per-pixel class label prediction by PSPNet and (c) per-

pixel class label prediction by our modified PSPNet. The training time of PSPNet is

approximately 6 hours, where as the proposed network takes only 27 minutes to train

the entire set of images.

background on the top of a long horizontal suction system.

It uses a linear actuator combined with a multiple link cam

mechanism to effect opening and closing of two finger gripper.

The suction system has a swivelling bellow cup at the end that

can rotate by 90 degrees in the vertical plane. This is achieved

by using a second linear actuator housed below the vacuum

duct. The two finger gripper has a maximum clearance of 55

mm between the fingers and designed for a payload of 2 Kg.

The total length of the gripper is about 40 cm and weighs

about 1.5 Kgs. The designs of the gripper is shown in Figure

2 and the actual working of the gripper is shown in the video

demonstration available online [4].

IV. GRASPING ALGORITHM

Currently, we are focussing on methods that use a point

cloud obtained from a single view to identify graspable

affordances and carry out grasp pose detection without any

a priori knowledge of shape or the exact dimensions of the

object. The schematic block diagram of the proposed scheme

is shown in Figure 3. Input to this scheme is an RGBD point

cloud of the bin viewed by the on-board robot camera. The

bounding box of the query object is obtained by the RCNN

based object recognition system. The bounding box returned

by the RCNN module may have a bigger size than the object

itself depending on the amount of training of the network

used. This bounding box acts as the region of interest (ROI)

for finding graspable regions. This bounding box may contain

parts of the background as well other objects in the vicinity.

Within this ROI, a clustering method combined with region

growing algorithm is used to create several surface segments

by identifying discontinuity in the space of surface normals.

Apart from having different surfaces for different objects and

backgrounds, there can be multiple surface segments for the

same object. Then the background segments are separated

from the foreground target segments using a Gaussian Mix-

ture Model (GMM) of the identified object using both color

(RGB) and depth curvature information. Once the background

segments are discarded, a primitive shape is identified for

the object using empirical rules based on surface normals,

(a) Isometric View

(b) Right View

(c) Left View

(d) Actual Gripper

Fig. 2: CAD diagrams for the hybrid gripper. It combines vacuum based suction system

with a retractable two finger gripper. Linear actuators with multi-link cam mechanisms

are used for reducing the form factor of the gripper.

Fig. 3: Schematic block diagram for computing grasping affordances for objects using

RGBD images obtained from a Kinect Camera.

radius of curvature, alignment of surfaces etc. Once the shape

is identified, the best graspable affordance for the object is

computed using a modified version of the method presented in

[5]. The complete details for the method is beyond the scope of

this paper and will be made available as a separate publication.

The outcome of the algorithm is shown in Figure 4. As

explained before, a GMM model comprising of color (RGB)

information and depth curvature information is effective in

segmenting the target object from its background as shown in



3

(a) Segmenting ‘Fevicol’ tube from the clutter

(b) Use of GMM model using both color and depth
curvature information

(c) Primitive Shape fitting and identifying best gras-
pable affordance for objects with different shapes

(d) Identifying shapes and computing graspable affor-
dance in a clutter

Fig. 4: Computing Graspable Affordance of target object in a Cluttered Environment.

(a) Shows the use of GMM model comprising of RGB and depth curvature information

in segmenting the target object from clutter. (b) Shows the GMM model used in (a).

It shows the Gaussian corresponding to depth curvature provides better discrimination

compared to colors in identifying the target. (c) Shows the detection of shape and best

graspable affordance for isolated objects. (d) Shows the detection of shape and graspable

affordance in a clutter.

Figure 4(a) and 4(b) respectively. The outcome of the grasping

algorithm is shown in Figure 4(c) and 4(d) respectively. The

figure 4(c) shows the best graspable affordance for objects with

different shapes while the Figure 4(d) shows the graspable

affordance of objects in a clutter.

V. AUTOMATED TEMPLATE GENERATION

The training of deep networks requires large number of

labelled examples which are usually generated through a

laborious manual process. We developed a simple system as

shown in Figure 5 that can be used for automating this process.

It consists of a rotating base which is synchronized with a set

of cameras to take pictures at regular intervals. These images

and point clouds are then processed to segment the objects

from the background. The schematic block diagram of the

process is shown in Figure 6. Once the objects are segmented,

a number of effects, such as, varying illumination, blurring,

sharpening, color casting, vignetting etc. are introduced to

these images to create more samples. The effect of these

datasets on the recognition accuracy of two deep networks

namely, Faster RCNN [1] and RFCN [6], are shown in Table

II. As one can see, some of the effects like vignetting and

sharpening do improve the detection accuracy of the network.

Fig. 5: A rotating base synchronized with camera is used for generating templates

automatically.

Fig. 6: Block diagram for automating the generation of annotated data.

VI. MOTION PLANNING WITH OBSTACLE AVOIDANCE

We are primarily using Moveit! package available with ROS

for developing motion planning algorithms. The simulation is

carried out using Gazebo environment. The inverse kinematics

is solved by using the TRACK-IK [7] library that implements a

modified version of Jacobian Inversion method from KDL [8]

along with sequential quadratic programming (SQP) for non-

linear optimization. The on-line motion planning uses flexible

TABLE II: Effect of various artifacts and effects on Deep Network (RCNN) accuracy

Precision (avg±s.d)

S.
No.

Name Label
Sample

Size
RCNN RFCN

1 Original set SET1 1400 0.56±0.23 0.77±0.19

2
Varying

background
SET2 14000 0.30±0.23

3
Varying

Illumination
SET3 14000 0.77±0.18 0.82±0.22

4
Blurring
dominant

SET4 14000 0.71±0.18 0.81±0.23

5
Sharpening
dominant

SET5 14000 0.74±0.21

6 SET3+SET5 SET6 28000 0.78±0.16

7 Only sharpening SET7 14000 0.79±0.15 0.82±0.19

8 SET7+SET3 SET8 28000 0.77±0.17

9 Color casting SET9 14000 0.65±0.27

10 Vignetting SET10 14000 0.79±0.18 0.77±0.23

11
SET3+ SET7

+SET9+ SET10
SET11 51800 0.77±0.19 0.80±0.20

12
SET3+ SET7+

SET9 + SET10+
Sharpened

SET12 51800 0.76±0.21 0.72±0.27

13
SET3 + SET7 +

SET10
SET13 14000 0.80±0.22
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collision library (FCL) [9] to generate paths for robot arm that

avoid collision with the rack as well as the objects surrounding

the target item. In order to avoid collision with the rack, the

bin corners are used to define primitive boxes for each wall of

the bin. These primitive boxes are then treated as obstacles

in the motion planning space. Similarly, the collision with

other objects in the bin is achieved by creating 3D occupancy

map called OctoMap [10] which converts point cloud into 3D

voxels. This OctoMap feed is added to the Moveit motion

planning scene and FCL is used for avoiding collision with

the required objects. Once the pose is detected properly, the

motion planning algorithm is used for find the suitable path for

reaching the target. Some of the instances of pose detection

and motion planning is shown in Figure 7.

(a) (b) (c)

(d) (e) (f)

Fig. 7: Grasp pose detection under different conditions (a-d). (e-f) shows the path

generated by the motion planner using octomap representation for obstacles.

VII. PERFORMANCE EVALUATION

The computation time for different modules of the robotic

pick & place system is provided in Table III. As one can see

the majority of time is spent in image processing as well as

in executing robot motions. Our loop time for picking each

object is about 24 seconds which leads to a pick rate of

approximately 2.5 objects per minute. The rack detection and

system calibration is carried out only once during the whole

operation and does not contribute towards the loop time.

TABLE III: Computation time for various modules of the robotic pick & place system.

S. No. Component Description
Time

(seconds)

1
Reading
JSON file

For ID extraction 0.01

2 Motion 1
Home position to Bin
View Position

3.5

3
Object
recognition

using trained RCNN
model

2.32

4 Motion 2 Pre-grasp motion 9.6

5 Motion 3 Post-grasp motion 4.97

6 Motion 4
Motion from Tote
drop to home
position

3.41

Total loop time for each object 23.81

7
Rack
Detection

2.1

8 Calibration 13.1

VIII. CONCLUSION AND FUTURE WORK

In this paper, we provide a brief overview of several

methods that are being currently explored by the IITK-TCS

team aimed at improving the performance of our system. This

includes trying several deep learning framework to improve

recognition accuracy and deal with unknown objects which

will be made available during the actual competition. A new

gripper has been developed that would allow us to pick several

kinds of objects including deformable and non-rigid objects.

A new grasping algorithm based on geometry-based approach

has been developed to improve our grasping abilities and

automate the grasp pose detection. We are also working on

automating the process of template generation which would re-

duce the manual labour involved in preparing training datasets

of deep learning networks. We are using some of the existing

libraries for motion planning purposes. We still have several

things to do. As a first, We plan to implement SMACH-

ROS architecture [11] to improve real-time performance of our

system. Then, we will work on strategies to deal with various

situations that may arise during the actual competition. We

are focussing on increasing the speed of our robot that would

give us more time to deal with complex situations. Future

deployment of such solutions in a real-world scenario would

be explored through the use of Cloud Robotics framework like

Rapyuta [12].
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