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Abstract— We describe our entry into the 2016 Amazon Pick-
ing Challenge (APC) and the lessons learned from deploying
a complex, robotic system outside of the lab. To help future
developments decided to create a new physical benchmark
challenge for robotic picking to drive scientific progress and
make research into (end-to-end) picking comparable. It consists
of a set of 42 common objects, a widely available shelf, and exact
guidelines for object arrangement using stencils.

I. INTRODUCTION

Even after decades of research into robotic grasping [1],
[2], the robust picking of randomly presented objects is still
one of the canonical problems in robotics. Applications range
from household cleaning to space sample return, with con-
siderable economic potential in a wide range of industries,
such as logistics, warehouse and supermarket automation.

The robotics community has embraced challenges as a
means to drive progress – from self-driving cars, to hu-
manoids, to robotic picking. The methodology of using
standard problems is powerful but the challenge events occur
only occasionally and the test conditions are difficult to
replicate outside the event. These challenge in turn have
revealed in more detail where the state-of-the-art, especially
in hand-eye coordination and manipulation, is still not viable
for application in real-world environments [3].

In parallel to activity within the robotics community, the
vision research community has made enormous progress in
problems such as object recognition and detection using
dataset challenges such as the ImageNet-based ILSVRC [4],
COCO [5], and Pascal-VOC [6]. These datasets mainly
tackle subproblems as independent, yet in robotics issues in
perception and control tend to be tightly coupled and warrant
– in our opinion – a holistic system comparison.

This paper is motivated by our experience in the 2016
Amazon Picking Challenge (APC) and briefly describes the
system used and lessons learned by Team ACRV (depicted
in Figure 1). The APC is a very effective way to drive
progress, but occurs only once a year and is limited to
16 teams. To drive progress it is essential to make these
comparable conditions more widely available. To this extent
we proposed a benchmark, based on commonly available
shelves and objects, to allow for easy reproduction of robotic
picking, thorough analysis and better comparison [7].
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Fig. 1. The ACRV system, nicknamed Woody due to the improvised
wooden stand, during the 2016 Amazon Picking Challenge in Leipzig.

II. SYSTEM OVERVIEW

Team ACRV developed and deployed a complete robotic
system that successfully picked and stowed items in the
2016 Amazon Picking Challenge. The entry consisted of a
Baxter research robot, with a custom end-effector design, and
employs vacuum suction to pick and place objects in the shelf
environment. The sensing is mainly done visually, with the
exception of successful grasp detection / object attachment,
which is provided by measuring the flow in the pipe.

A. Mechanical Design

Alike many participating teams, we used an available robot
manipulator outfit with a custom end-effector and sensor
suite. We fixed Baxter facing 45 degrees from the front face
of the shelf and employed only one of his arms to maximise
shelf reachability and simplify our system design.

We designed a custom end-effector that positioned two
suction cups at 90 degrees to one another at a length
almost equal to the depth of the Amazon shelf to trade-off
reachability and manoeuvrability . The primary suction-cup
was positioned along the axis of rotation to pick frontward
facing items and items from the tote. The secondary suction-
cup was positioned 90 degrees wrt. the first cup to pick
inward facing items, like a leaning book or a low-lying
box. The secondary suction-cup was smaller in diameter and
length; the chosen design took into account shelf reachability
and the number of items “grasp-able” by the sucker.

For suction, a 2-stage refrigeration vacuum pump rated
with an ultimate vacuum of 0.3 Pa and flow rate of 340
litres/min was employed. The pump was chosen for best
operation in open lab spaces, i.e. low noise levels, ability
to fit in a suitcase under the 23 kg airline allowance, the



number of items that could be grasped and cost. We used a
vacuum switch to select which suction cup to use.

Overall, the hardware we selected was optimised for cost,
achieving savings by using what was available over what
best suited. Independent of the software used, our robot
was physically not capable of reaching all locations within
the shelving system and not capable of grasping all items.
Adding a linear rail to Baxters end-effector or Baxters
base, would drastically improve shelf reachability. Adding
a second vacuum pump in parallel for increased flow, would
drastically improve item graspability.

B. Software Design

We leverage the Robot Operating System (ROS) frame-
work and additional open source software to speed up
development of the system.1 For vision, we employed a head-
mounted Microsoft Kinect v2 and an end-effector-mounted
Intel RealSense SR300. The Kinect was only used during our
shelf alignment procedure; the RealSense was used for all
other perception. Depth operating range, cost and size were
the factors optimised behind the decisions for these sensors.
An Intel NUC was mounted on Baxter’s arm make both
cameras data available over ethernet to the primary computer.
Aside from these vision sensors, the only remaining sensor
used was a flow sensor in the vacuum line to detect if a grasp
was successful.

For computation, a mid-range desktop with two high-end
NVidia graphics cards was used. The graphics card powered
our deep network based object classification algorithm based
on a trained GoogLeNet implementation. Robot state infor-
mation, camera data and control of the vacuum pump and
sucker selection was all made available through ROS on a
local ethernet network powered by a low-cost router. A more
detailed description of our approach can be found in [7].

III. THE ACRV PICKING BENCHMARK (APB)

The 2016 Amazon Picking Challenge highlighted that
robot shelf picking is in no way solved. To open the challenge
to the robotics community as a whole, we designed the
ACRV Picking Benchmark [7] as an open robotics task. Our
benchmark uses a widely available Ikea Kallax shelf and a
set of 42 items with wider characteristic variations than are
present in the popular YCB object set [8]. In particular, our
set contains soft, deformable items (gloves, squeakin eggs),
rigid, porous items (pencil cup), items that differ by what
they contain (full vs. half-full water bottles, red vs. green
toothbrushes), items whose centre-of-mass can drastically
change after picking (half-full water bottle, books that can
open) and items that are easily deformable that should not
be deformed (large envelope, white plastic cup).

Like the Amazon Robotics Challenge, teams are scored
purely by the number of items they successfully pick. Each
team must film their robot perform a given task three
consecutive times. We have so far designed four tasks that
position a subset of the items within the shelf system. Each

1Full code at: https://github.com/Juxi/apb-baseline

task increases in difficulty, with the fourth layout being
considerably more difficult than the 2016 APC.

IV. LESSONS LEARNED

For most of the team of Team ACRV, consisting of
undergrads and early stage PhD students, the 2016 Amazon
Picking Challenge was a first foray into ROS, motion-
planning, 3D-perception and working with Baxter. As a
result, many of the lessons learned pertained to things a
seasoned roboticist is likely aware of – like ensuring you
have distributed the computation along the network, such
that no bandwidth limitations are reached, in particular we
learned (the hard way) to not send point clouds along the
same ethernet line as the robot’s joint commands.

• Robots and hardware: Constraints by the available
equipment as well as time, did not allow us to investi-
gate deeply other possibilities than our Baxter robot.
Humanoids in particular, seem to still have various
issues to tackle from a research point of view (plan-
ning, precision, feeback, ...). Optimizing the robotics
hardware for a specific challenge allows to create all-
in-all simpler, dedicated solutions.

• Perception: Deep learning approaches seem to be ro-
bust for the case of known objects and pre-trained
networks. If the dataset is collected correctly, robustness
to lighting changes is very high. We learned that object
classification by model-fitting does not work well with
point clouds collected from a low cost depth sensor.

• Real-world exposure: Things are different on demo day!
The challenge while very precisely defined still varies,
things that can not be controlled include but are not
limited to: lighting, hardware failures, shipping mishaps,
people (both externals/visitors and your own team),
other outside influences (such as other teams). Robust
learning for a variety of conditions in simulation and
then transferring this knowledge to the real-world sce-
nario is an option we are exploring [9], [10]. The APC
is a wonderful stepping stone to get robotic systems out
of the lab and into for real-world use, highlighting the
importance of these issues.

• Adaptation: Things vary in real-world settings (see
above), therefore adaptation is key. Our grasping ap-
proach using a heuristic and a stab-the-centre fall back
seems robust, even when far from perfect point clouds
are perceived. In our case a better better hand-eye coor-
dination or visual servoing might have helped improve
the overall success-rate. We are exploring possible ap-
proaches for improving this [11], [9]. These arguments
lead us to look more thoroughly how more robotic learn-
ing (and artificial intelligence) can be integrated. The
success on the perception side can hopefully transferred
to alleviate overly complex planning and state-machine
issues. Another option are improved architectures, such
as hubs and spokes designs [12]. We also believe
that a standardised benchmark, such as the APB, will
bootstrap the application of robot (deep) learning in
picking scenarios.

https://github.com/Juxi/apb-baseline


REFERENCES

[1] R. V. Bostelman and J. A. Falco, “Survey of industrial manipulation
technologies for autonomous assembly applications,” NIST, Tech. Rep.
Interagency/Internal Report (NISTIR) - 7844, 2012.

[2] S. Ulbrich, D. Kappler, T. Asfour, N. Vahrenkamp, A. Bierbaum,
M. Przybylski, and R. Dillmann, “The opengrasp benchmarking suite:
An environment for the comparative analysis of grasping and dexterous
manipulation,” in International Conference on Intelligent Robots and
Systems, 2011, pp. 1761–1767.

[3] N. Correll, K. E. Bekris, D. Berenson, O. Brock, A. Causo, K. Hauser,
K. Okada, A. Rodriguez, J. M. Romano, and P. R. Wurman, “Lessons
from the amazon picking challenge,” CoRR, 2016, arXiV: 1601.05484.

[4] O. Russakovsky, J. Deng, H. Su, J. Krause, S. Satheesh, S. Ma,
Z. Huang, A. Karpathy, A. Khosla, M. Bernstein, A. C. Berg, and
L. Fei-Fei, “ImageNet Large Scale Visual Recognition Challenge,”
International Journal of Computer Vision, vol. 115, no. 3, pp. 211–
252, 2015.

[5] T.-Y. Lin, M. Maire, S. Belongie, J. Hays, P. Perona, D. Ramanan,
P. Dollár, and C. L. Zitnick, “Microsoft COCO: Common objects in
context,” in European Conference on Computer Vision (ECCV), 2014,
pp. 740–755.

[6] M. Everingham, S. M. A. Eslami, L. Van Gool, C. K. I. Williams,
J. Winn, and A. Zisserman, “The pascal visual object classes challenge:
A retrospective,” International Journal of Computer Vision, vol. 111,
no. 1, pp. 98–136, Jan. 2015.

[7] J. Leitner, A. W. Tow, J. E. Dean, N. Suenderhauf, J. W. Durham,
M. Cooper, M. Eich, C. Lehnert, R. Mangels, C. McCool, P. Kujala,
L. Nicholson, T. Pham, J. Sergeant, F. Zhang, B. Upcroft, and P. I.
Corke, “The acrv picking benchmark: A robotic shelf picking bench-
mark to foster reproducible research.” in 2017 IEEE International
Conference on Robotics and Automation (ICRA), May 2017.

[8] C. Rennie, R. Shome, K. E. Bekris, and A. F. De Souza, “A dataset
for improved rgbd-based object detection and pose estimation for
warehouse pick-and-place,” IEEE Robotics and Automation Letters,
vol. 1, no. 2, pp. 1179–1185, 2016.

[9] F. Zhang, J. Leitner, M. Milford, B. Upcroft, and P. Corke,
“Towards vision-based deep reinforcement learning for robotic
motion control,” in Australasian Conference on Robotics and
Automation 2015, Canberra, A.C.T, September 2015. [Online].
Available: http://eprints.qut.edu.au/92332/

[10] J. Tobin, R. Fong, A. Ray, J. Schneider, W. Zaremba, and P. Abbeel,
“Domain randomization for transferring deep neural networks from
simulation to the real world,” arXiv preprint arXiv:1703.06907, 2017.

[11] J. Leitner, S. Harding, A. Förster, and P. Corke, “A modular software
framework for eye-hand coordination in humanoid robots,” Frontiers in
Robotics and AI, vol. 3, no. 26, 2016. [Online]. Available: http://www.
frontiersin.org/humanoid robotics/10.3389/frobt.2016.00026/abstract

[12] M. Frank, J. Leitner, M. Stollenga, G. Kaufmann, S. Harding,
A. Förster, and J. Schmidhuber, “The modular behavioral environment
for humanoids & other robots (mobee),” in International Conference
on Informatics in Control, Automation and Robotics (ICINCO), 2012.

http://eprints.qut.edu.au/92332/
http://www.frontiersin.org/humanoid_robotics/10.3389/frobt.2016.00026/abstract
http://www.frontiersin.org/humanoid_robotics/10.3389/frobt.2016.00026/abstract

	Introduction
	System Overview
	Mechanical Design
	Software Design

	The ACRV Picking Benchmark (APB)
	Lessons learned
	References

