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Abstract— We identify two main challenges present in ware-
house grasping automation: how to search for an object in
clutter and how to manipulate an object for feasible grasping. In
this work, we address the second challenge by learning a direct
mapping from an image to a push action. The experimental
results demonstrate the optimality of our approach over the
baseline and the generalizability of our approach to handle
novel cuboids.

I. INTRODUCTION

Amazon Picking Challenge was the first attempt to bring
automation to warehouses, but its settings were far from
reality. Fig. 1 shows a contrast between a cluttered warehouse
shelf and a simplified competition shelf (2015). Such clut-
tered environment presents two main challenges for robotic
systems: 1) how to search for the target object on the shelf
if it is occluded; 2) how to grasp items of various sizes and
shapes reliably. The human operators naturally adopted the
strategy of Act to See and See to Act: in the cluttered shelf,
they moved away the small boxes in front to reveal the large
box hidden behind (Act to See), and based on what they
perceived, they pushed to rotate the large box in order to
grasp it along its narrower side, because wider side cannot
fit into one’s palm (See to Act). Such adept manipulation
skills are indeed essential for robots to work reliably and
skillfully in warehouses.

We deploy this strategy in robotic systems. We focus to
address two main problems: 1) Act to See: how to find the
target object in clutter by manipulation; 2) See to Act: how
to push an object for feasible grasping by visual servoing.
Both problems are in the scope of pregrasp manipulation,
where an object or other objects need to be manipulated to
a configuration such that graspable region of the object is
reachable.

Our work in [1] addresses the first problem. We consider
the problem of objects search in clutter as shown in Fig. 2a.
The robot has a fixed camera view of the shelf. The goal
is to find the target object that might be partially occluded.
The prevalence of uncertainty in perception poses an obstacle
to the robot. It has incomplete knowledge about the envi-
ronment mainly due to occlusion. Occlusion prevents vision
systems to correctly recognize objects. Fig. 2a shows an ex-
ample where there is a high chance to misclassify the tomato
soup when it is occluded by the Jell-O box. In such cases, the
robot needs to plan a sequence of actions to manipulate other
objects in order to reduce perceptual uncertainty and to find
the target object in the most economical manner. Specifically,
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Fig. 1: A packed Amazon warehouse shelf vs. an Amazon Picking
Challenge shelf.

at each step, the robot needs to decide which objects to move
to gather information and where to place that object such
that the expected reward over the entire sequence of actions
is maximized. This problem is well suited in the framework
of Partially Observable Markov Decision Process (POMDP).
We model this problem as a POMDP, and adapt the state-of-
the-art POMDP solver, DESPOT [2], to solve the POMDP.
Despite POMDP’s curse of dimensionality and history, we
are able to search for near-optimal actions in real time by
exploiting the spatial constraints of the problem. Details can
be found in [1].

(a) (b)

Fig. 2: A tale of two pregrasp manipulation problems: (a) The
tomato soup is misclassified as the pringles due to occlusion; (b)
The biscuit box needs to be pushed to change its orientation for
feasible grasping.

This paper addresses the second problem: how to push to
rotate a cuboid-like object such that the graspable region
is exposed to the robot manipulator (Fig. 2b). The robot
has a fixed camera view of a flat plane, where a single



cuboid resides. We borrow the idea of visual servoing,
and learn a direct mapping from visual cues to a control
action using deep learning techniques. Briefly, we construct
a Convolutional Neural Network (CNN). We train it end to
end, with an image as the input and a 2D action vector as the
output. To generate the training data, we first build Markov
Decision Process (MDP) models for each known objects. We
then use the MDP policy to collect the training samples in
simulation. The experimental results verify its efficiency over
the baseline and the generalizability of the learned policy on
a set of unseen cuboids.

II. RELATED WORK

Pregrasp manipulation aims to change an object’s state for
feasible grasping. This section focuses on the review of one
of manipulation primitives, i.e.pushing. The study of pushing
mechanics aims to predict how the state of an object changes
under a push. The methodologies fall into two paradigms:
model-based and data-driven.

The model-based approaches usually try to propose ana-
lytical and deterministic models which explain the dynamics
of pushing. This requires the accurate estimates of physical
properties of objects and the interaction between them and
their contact surfaces [3], [4]. In order to achieve compact
and tractable representation of the dynamics of pushing,
assumptions and approximations are often adopted in these
work [3], [4], [5]. Such simplification inevitably introduces
modelling errors. Furthermore, as reported in [6], frictional
pushing is a stochastic process rather than a deterministic
one. To alleviate the effect of modelling errors and uncertain
state estimation, data-driven methods come into play. Maria
[7] presents a probabilistic data-driven model to predict
both the most likely outcome of a push and its expected
variability. They can learn a more accurate model than the
analytical ones. However, they can only deal with limited
set of objects in their dataset. To learn a better dynamic
model for pushing various objects, [8] takes advantage of
generalizability of deep neural networks, and jointly learn
forward and inverse models of dynamics. The inverse model
is then used to predict actions given the current and the goal
images. To utilize learned models for planning, [9] combines
deep action-conditioned video prediction models with model-
predictive control. The experiments show that their method
can push novel objects. Despite the generalizability of data-
driven approaches, the sample complexity can be arbitrarily
large.

To reduce sample complexity, Jiaji [10] combines model-
based and data-driven approaches for modelling planar fric-
tion. They formulate the structural properties of physics
principles as constraints and priors for the optimization pro-
cedure. The experiments show that their model identification
procedure is statistically efficient. We adopt the same idea
of combining model-based and data-driven approaches for
pushing to rotate objects, but we use model differently. Our
models serve as experts, which provide training data for the
learning scheme.

III. SEE TO ACT: DEEP LEARNING FOR PUSHING TO
ROTATE

Changing the orientation of a cuboid is necessary to
reveal its graspable region for feasible grasping, as shown
in Fig. 2b. We consider the problem of how to rotate a
single cuboid on a flat surface under quasi-static pushing by a
robot’s finger tip. We model the finger tip as a sphere of 2cm
in diameter. We tackle two aspects of the problem: efficiency
and generalizability. Efficiency refers to how optimal/fast
the robot can push a cuboid to the desired orientation.
Generalizability refers to how well the push policy can
be applied to novel cuboids of different sizes. We adopt
supervise learning to achieve both objectives. Our approach
includes three phases: 1) build expert models; 2) collect
training data from the experts; 3) train a deep neural network
with training data.

In the first phase, we select 8 cuboids of various sizes
to form the training set. For each one of them, we build a
MDP model in simulation. A MDP is defined by the tuple <
S,A,T,R,γ >, where S and A denote the system’s state space
and action space. T is the transition function T (s,a,s′) =
p(s′|s,a) that models the effect of taking an action a ∈ A
in the current state s ∈ S. An immediate reward R(s,a) is
obtained upon taking action a in state s. For our MDP model,
a state s encompasses the relative pose of the cuboid with
respect to the finger tip. Formally, s = {xr,yr,ori}, where xr
and yr are the relative 2D position, and ori is the orientation
of the cuboid. We discretize the state space for tractability.
The finger tip can move forward by 1,2,3cm, move left by
1,2cm, move right by 1,2cm and move perpendicular to the
nearest side of the cuboid by 3cm. The perpendicular action
is designed to cause the most prominent change in a cuboid’s
orientation, as the force in this direction produces the largest
torque at a given contact point. The push terminates once the
cuboid is within the goal region. The goal region is reached
when ori ∈ (75◦,105◦) ∪ (255◦,285◦). Transition function
captures the effect of pushing on cuboids. We learn the
transition function in simulation, and store it as a table, which
can be looked up during MDP planning. The robot receives
a reward of +10 if the cuboid is within the goal region. The
robot incurs a cost of −1 with every push action taken. Each
MDP is solved by the standard value iteration algorithm. The
resultant MDP policy is a mapping from a state to an action.

In the second phase, we collect 1000 sequences of image
and push action pairs for all 8 cuboids in simulation. We use
DART1 as the dynamics simulator, and use V-REP2 simulator
to render the scene (Fig. 3a). For each sequence, we first
randomly initialize the poses of the cuboid and the finger tip.
A simulated Kinect sensor in V-REP captures point clouds,
which is preprocessed to produce an image I0 containing only
the cuboid Fig. 3b. Since the current state is fully known
in simulation, a push action a0 can be retrieved from pre-
calculated MDP policies. Hence, (I0,a0) is the first entry in
this sequence. Taking action a0 leads to a new scene, from
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which I1 and a1 are obtained. A sequence finishes when a
cuboid is pushed within the goal region. In the end, more
than 80,000 image and action pairs are collected as training
data.
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Fig. 3: (a) V-REP simulation example scene with a blue cuboid, a
green finger tip and a Kinect sensor; (b) tabletop segmentation is
performed to keep only the cuboid’s point clouds, whose x (upper)
and y (lower) channels are kept as the input image.

In the last phase, we want to learn a mapping from an
image to an action. We cast this learning problem as a
regression problem, and train a deep neural network using
the training data above. The architecture of our network is
a standard Convolutional Neural Network (CNN). It has 4
convolutional layers, each of which is followed by an average
pooling layer, and has 2 fully connected layers. It takes an
image of size 100× 100× 2 as the input, and outputs a
2D action vector, (ax,ay), the action components in x and
y direction respectively. We use Adam to optimize a mean
square loss function of our network.

We conduct experiments in simulation to evaluate the
performance of the learned policy. To test its efficiency, we
compare the learned policy with a baseline policy: given
the cuboid’s current pose, the finger tip first decides a a
suitable pushing point, which is 85% through the corner that
is closest to the robot to the other corner along cuboid’s
longer side. It navigates to the pushing point using A-Star
algorithm, then pushes the cuboid perpendicular to its nearest
side. This process terminates when the goal is reached. To
test its generalizability, we test how well the learned policy
can perform on novel cuboids of different sizes. We show
our preliminary result in Table. I. For each entry in the table,
we perform 50 experiments with randomized initial poses of
the cuboid and the finger tip. The evaluation metric includes
success rate and average distance that the finger tip travels
among the successful trials.

The simulation results show that the learned policy
matches the baseline in terms of success rate, but the learned
policy is more efficient in terms of average distance travelled
by the finger tip. This is because the policy is learned
from optimal MDP policies. This results in a better pushing
point than that of the baseline. In terms of generalizability,
the learned policy performs equally well on a set of novel
cuboids. This is expected due to the generalizability of deep
neural networks.

We also conduct experiments on a real robotic system.
The setup (Fig. 4) includes a robotic arm (MICO), a Kinect

TABLE I: Comparison between baseline policy and learned policy
(success rate / average distance (m)).

Training cuboids sizes
(L, W) in cm Baseline Learned policy

(4, 10) 1.00 / 0.17 0.98 / 0.14
(4, 12) 1.00 / 0.22 0.96 / 0.14
(4, 14) 1.00 / 0.26 0.98 / 0.18
(6, 10) 1.00 / 0.20 0.93 / 0.16
(6, 14) 1.00 / 0.27 0.98 / 0.17
(8, 14) 1.00 / 0.29 1.00 / 0.19
(8, 16) 1.00 / 0.28 0.93 / 0.22
(8, 18) 1.00 / 0.33 0.95 / 0.22

all 1.00 / 0.25 0.96 / 0.18
Novel cuboids sizes

(L, W) in cm
(4, 11) 1.00 / 0.20 1.00 / 0.15
(4, 13) 1.00 / 0.24 0.98 / 0.15
(5, 13) 1.00 / 0.24 0.95 / 0.16
(5, 19) 1.00 / 0.31 0.98 / 0.25
(6, 19) 1.00 / 0.33 1.00 / 0.24
(6, 22) 1.00 / 0.38 0.96 / 0.29
(7, 13) 1.00 / 0.27 1.00 / 0.17
(7, 20) 1.00 / 0.35 0.96 / 0.23

all 1.00 / 0.29 0.98 / 0.21

sensor, and a cuboid-like object sitting on a flat table plane.
We directly deploy the policy learned from simulation data
to the real robotic system. The robot can push to rotate
the cuboid-like objects of various sizes. Fig. 5 shows two
sequences of pushing. A video of five sequences of pushing
in real time is available online3. Interestingly, the learned
policy is able to push to rotate an ellipsoid-like rugby ball(the
last objects in the video). This indicates that the network has
learned salient features of an object in pushing tasks, such
as the edges and the corners of an object.

Fig. 4: The experiment setup.

Fig. 5: Two sequences of pushing to rotate.

IV. CONCLUSIONS

We identify two challenges in robotic warehouse grasping
automation: how to search for an object in clutter (Act to See)

3https://youtu.be/ooV9CEMU8-Q



and how to manipulate an object for feasible grasping (See
to Act). This paper focuses to address the second challenge.
Specifically, we record how experts (MDP policies) push to
rotate cuboids in simulation, and train a CNN to learn a direct
mapping from an image to a push action. The experimental
results verify the efficiency and the generalizability of the
proposed approach. The future work includes comprehensive
evaluation of our approach on real robotic systems.
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